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Lecture 5: Plan

• Feistel networks.
• DES (data encryption standard)
• AES (advanced encryption standard).
• Iterated Ciphers and Meet in the Middle Attacks.
• Message authentication codes (MACs).
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Block Ciphers: Design Principles
Fairly simple building blocks, each implementing a keyed permutation.
These building blocks are iterated, possibly with different parts of key, to
generate a (hopefully) strong cipher, featuring
• Bit-shuffling (often called permutation boxes). Creates so called
confusion – making the relationship between the key and the
ciphertext as complex and involved as possible (Shannon, 1949).
• Simple non-linear functions (often called substitution boxes). Creates
so called diffusion – redundancy in the statistics of the plaintext
should be “dissipated” in the statistics of the ciphertext.
• Key mixing: Linear (mod 2) mixing, by XORing “key schedule” at
beginning of each iteration.
Properties:
• High speed.
• Fixed block size (typically 64, 128, 256 bits).
• Ciphertext is a non-linear function of key and message bits.
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Feistel Networks: Important Building Block in DES
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Feistel Networks: Combining Two in a Row
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Feistel Networks: Combining Three in a Row
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Feistel Networks: Important Building Block in DES

(from http://www.theamazingking.com/crypto-block.php)

Encryption (and decryption) is done by identical iterations, or rounds.
Here we consider the i-th round.
• The input to this round consists of the previous output,
P = Li−1 |Ri−1 , where Li−1 , Ri−1 are of the same length.
• Li =Ri−1 L
(shifted, unchanged, to the left side of the output).
• Ri =Li−1 f (Ri−1 , Ki ), where Ki is the key (portion) for round i.
• f should be a keyed pseudo random function. It need not be a
permutation in order to allow invertion.
• How is decryption done?
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Feistel Networks - Properties

• No matter which function is used as f , we obtain a permutation
(namely F is reversible even if f is not).
• The same code/circuit, with keys deployed in reverse order, can be
used for decryption.
• Important Theoretical Result: If f is a pseudo-random function then
four rounds of Feistel network yield a pseudo-random permutation
(Luby and Rackoff, 1988).
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DES – Historic Note
The DES (data encryption standard) is a symmetric (private key) block
cipher, using 64 bit blocks and a 56 bit key. Has 16 round Feistel network,
where each round key is a 48 bit subset of the complete key.

(figure taken from Wikipedia)
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DES – Historic Note
Developed at IBM, DES was approved by the US goverment (in 1976) as a
standard. Size of key (56 bit) was apparently small enough to allow the
mighty NSA (US national security agency) to break it exhaustively even
back in 70s.
Throughput is 10Mb/sec in software, and 1Gb/sec in hardware (back in
1991!).
Criticized for unpublished design decisions (designers did not want to
disclose differential cryptanalysis, which they discovered).
In the 90s it became clear that DES is too weak for contemporary
hardware & algorithmics. (Best attack, Matsui linear attack, requires only
≈ 241 known plaintext/ciphertext pairs.)
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AES – Historic Note

The US government NIST (national inst. of standards and technology)
announced a call for an advanced encryption standard in 1997.
This was an international open competition. Overall, nine proposals were
made and evaluated, and five were finalists. Out of those, a proposal
named Rijndael, by Daemen and Rijmen (two Belgians) was chosen in
February 2001.
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AES - Advanced Encryption Standard
• Symmetric block cipher.
• Key lengthes: 128, 192, or 256 bits.
• Approved US standard (2001).
• Advanced Encryption Standard Instruction Set (AES-NI) implemented
in Intel and AMD instruction set architecture (2008).
• Resistant to all known attacks.
• Very fast.
• Compact code.
• Simple (kind of).
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AES Encryption/Decryption: Carried out in Ten Rounds
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AES Specifications: State
• Input & output block length: 128 bits.
• State: 128 bits, arranged in a 4-by-4 matrix of bytes.
• Each byte is viewed as an element in the finite field GF (28 ) (this will
allow non linear yet natural arithmetic operations, like inverting non
zero elements in the field).

S0,0
S1,0
S2,0
S3,0

S0,1
S1,1
S2,1
S3,1

S0,2
S1,2
S2,2
S3,2

S0,3
S1,3
S2,3
S3,3

14 / 63

Rounds in AES

128 bits AES uses 10 rounds. These are not Feistel rounds.
• The secret key is expanded from 128 bits to 10 round keys, 128 bits
each.
• Each round changes the state, then XORS the round key.
Each round complicates things a little. Together, enough complexity is
accumulated, that it seems infeasible to invert without the secret key (but
easy given the key).
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AES Specifications: One Round
Modify the state by applying:
1. Substitution.
2. Shift rows.
3. Mix columns.
4. XOR round key
S0,0
S1,0
S2,0
S3,0

S0,1
S1,1
S2,1
S3,1

S0,2
S1,2
S2,2
S3,2

S0,3
S1,3
S2,3
S3,3

−1
1) Substitution operates on every byte separately: Si,j ← Si,j
(multiplicative inverse in GF (28 ), which is highly non-linear).
If Si,j = 0, don’t change it.
Clearly, the substitution is invertible.
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Cyclic Shift inside Rows

S0,0
S1,3
S2,2
S3,1

S0,1
S1,0
S2,3
S3,2

S0,2 S0,3
S1,1 S1,2
S2,0 S2,1
S3,3 S3,0

(no shift)
(shift one position)
(shift two positions)
(shift three positions)

Clearly, the shift is invertible.
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Mix Columns (for reference only)
MixCol maps the state to a new one.
It multiplies each column of state by the polynomial c(x) mod x4 + 1,
where c(x) = 0x3 · x3 + 0x1 · x2 + 0x1 · x + 0x2.
Specifically, for the first column,
0 · x3 + S 0 · x2 + S 0 x + S 0 = (0x3 · x3 + 0x1 · x2 + 0x1 · x + 0x2) ·
S0,0
1,0
2,0
3,0
(S0,0 x3 + S1,0 · x2 + S2,0 · x + S3,0 ) mod x4 + 1.
The inverse operation is InvMixCol: It multiplies each column of state by
the polynomial d(x) mod x4 + 1, where
d(x) = 0xb · x3 + 0xd · x2 + 0x9 · x + 0xe.
(0x3, 0x1, 0x2, 0xb, 0xd,0x9, 0xe are hexadecimal constants – see next
slide.)
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Mix Columns – Clarifications

Comment: All these coefficients from c(x) and d(x) (0x3, 0x1, 0x2, 0xb,
0xd,0x9, 0xe) are hexadecimal constants from GF (28 ) (which themselves
are low degree polynomials), e.g. 0xe in hex is 14 in decimal, 1110 in
binary, and x3 + x2 + x as a polynomial.
Comment 2: These c(x) and d(x) correspond to the first (left most)
column. The other columns have different but similar
coefficients/polynomials. See next slide.
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Mix Columns, the Movie

(taken from a presentation by William Stallings, drawing by Lawrie Brown)
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More AES (for reference only)

• Expanding key to round keys is not too complicated either, but is not
discussed here.
• Round key bits are xored with the state, to produce new state (figure

from Wikipedia).
• For more details, consult the 45 page original document at
www.daimi.au.dk/∼ivan/rijndael.pdf.
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AES, Famous Last Words
• AES comes in 3 flavors:
• 128 bits key, 10 rounds (most common).
• 192 bits key, 12 rounds.
• 256 bits key, 14 rounds.

• The NSA certified the use of 128 bit AES for Secret documents, and
both 192 bit and 256 bit AES for Top Secret.
• Attacks against 2 rounds AES are known.
• Attack against 6 round 128 bits AES using 6 · 232 chosen plaintexts
and 244 encryption operations. (Ferguson et al., 2000).
• But for full, 10 round 128 bit key AES, this is considered infeasible
and breaking AES efficiently an open problem.
See an animation of AES operation in
https://www.youtube.com/watch?v=mlzxpkdXP58
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Strengthening a Given Block Cipher
A block cipher, like DES, is initially considered secure. It gains wide usage,
but as time passes, it is realized that
• due to technological advances exhaustive search becomes feasible
and/or
• due to algorithmic advances, some specialized attack becomes
feasible.
As the person in charge of security in a large company, what do you do?
1. Switch to a fancy new block cipher (how much would that cost? e.g.
suppose the old cipher is physically embedded in all bank ATM
machines).
2. Find ways to use the existing cipher with enhanced security (great
idea, but how?).
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Iterated Ciphers
Suppose Ek is a good encryption function, mapping {0, 1}n to itself. It is
not possible to distinguish efficiently (poly time in n) between pairs
(xi , Ek (xi )) and random pairs (xi , yi ) ∈ {0, 1}n . For simplicity, further
assume that the key space is also {0, 1}n .
New technological advances made exhaustive search over the key space
(time O(2n )) a possibility. Given a few (but more than one) pairs
(xi , Ek (xi )), we can go over all keys and find the one that matches all
pairs. This takes O(2n ) time and O(1) pairs have to be stored.
Idea: Instead of using a single key, k, use two keys, k1 , k2 . To encrypt x,
compute (Ek2 (Ek1 (x))). This should double the key space, thus hopefully
squaring the running time of an exhaustive attack, from O(2n ) to O(22n ),
giving us another decade or two of tight sleep :-)
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Double Cipher
This sounds like a good idea, but there are a few caveats:
• If encryption is closed under composition, namely for all k1 , k2 there
is some k3 such that (Ek2 (Ek1 (x))) = Ek3 (x), then we gain nothing.
Could just exhaustively search for such k3 .
• Substitution ciphers certainly posses this property. In fact they
constitute a permutation group, hence closed under composition.
• It was suspected that DES also acts as a group (or is almost one)
under composition. Quite a lot of research was devoted to this
question, and it was refuted only in 1992.
• Notice that if an encryption scheme is closed under composition, then
not only double iteration, but any fixed number of iterations are
useless.
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Meet in the Middle Attack
Goal: Recover the two keys k1 , k2 . We start with one pair of known
plaintext and ciphertext (x, y), such that Ek2 (Ek1 )(x) = y.
1. For each key k1 , compute zk1 = Ek1 (x). Store the list of pairs
L1 = {(zk1 , k1 )}, sorted by zk1 .
2. For each key k2 , compute tk2 = Dk2 (y). Store the list of pairs
L2 = {(tk2 , k2 )}, sorted by tk2 .
3. Each time we have zk0 = tk00 , the pair of keys (k 0 , k 00 ) are a potential
solution to Ek00 (Ek0 ((x)) = y.
4. We expect O(2n ) potential solutions. This is much better than
O(22n ) (all pairs), but not good enough.
5. To wrap things up, do the same process for one or two more pairs
(x1 , y1 ), (x2 , y2 ). Intersecting the set of solutions, we will be left
(with high probability) with the single “correct” solution (k1 , k2 ).
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Intuition for Analyzing Meet in the Middle
Question: Given a key k1 and x, y ∈ {0, 1}n , denote z = Ek1 (x). Is there
a key k2 such that z = Dk2 (y)?
Actually the answer could be negative. z = Dk2 (y) is equivalent to
y = Ek2 (z). If we fix z and look at Ek2 (z) as a function of k2 , then there
are no guarantees on this function.
We expect this mapping to be random or close to random, but there is no
reason to expect it to be a permutation of {0, 1}n , so it need not be onto.
(In fact, if the key length is shorter than n, then this mapping will
certainly not be onto.)
Assume the length of the key is `, (not necessarily equal to n). Then for
any fixed x, y, Ek1 (x) and Dk2 (y) should behave as two random
independent functions, each mapping {0, 1}` into a subset of {0, 1}n
(these are functions of k1 or k2 ).
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Intuition for Analyzing Meet in the Middle (cont.)
Each function (Ek1 (x) and Dk2 (y)) maps 2` keys to 2n elements of
{0, 1}n . Thus the probability that Ek1 (x)=Dk2 (y) is 1/2n . The number
of pairs k1 , k2 is 22` . Thus the expected number of pairs that achieve
Ek1 (x)=Dk2 (y) is exactly 22`−n . This is the number of matches we
expect to find in L1 , L2 for a single plaintext-ciphertext pair (x, y).
What is the expected number of keys k 0 , k 00 that will produce mathches for
two plaintext-ciphertext pairs (x1 , y1 ), (x2 , y2 )? Exactly 22`−2n , which (for
` ≤ n) is at most 1.
If (x1 , y1 ), (x2 , y2 ) are correct pairs, satisifying Ek1 (x1 )=Dk2 (y1 ) and
Ek1 (x2 )=Dk2 (y2 ), then except the pair of keys k1 , k2 , we expect to find
no other pairs k 0 , k 00 . If any is found, a third (x3 , y3 ) will almost surely
reduce the number of spurious keys to zero.
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Meet in the Middle Attack: Performance
Time: O(n2n ) (sorting a 2n long list).
Space: Must store O(2n ) pairs.
Compare this to exhaustive search over the space of a single key:
Time: O(2n ).
Space: Must store just O(1) pairs.
Conclusion: Double cipher (two iterations) does not add much to security
(though it adds some, esp. if fast memory is expensive).
Let us then move to triple cipher (three iterations).

29 / 63

Triple Cipher

• The first version (three key triple DES) utilizes three independent
keys k1 , k2 , k3 . The second (two key triple DES), just two – k1 , k2 .
• The ”middle box” employs decryption rather than encryption. This
results in backward compatibility: Taking k1 , k2 , k3 =k, this is
identical to a single encryption using k.
• When the key is unknown, decryption (should) also be a pseudo
random function, so using Dk2 does not reduce security.
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Triple Cipher / Triple DES

• Both versions are susceptible to a meet in the middle attack, albeit
one that uses a list of size 22n (where n is length of keys). This is the
best attack known for version (1).
• For version (2), there is a O(n2n ) attack using O(2n ) chosen
input/output pairs. This substantially reduces the practical risk of
such attack. Triple DES, using version (1), has key size 3 · 56 bits,
and best attack known is meet in the middle, with complexity
22·56 = 2112 . It is considered secure, and was endorsed by a standard
of NIST. However, AES (which is faster) is pushing it out of the
market.
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And Now for Something Completely Different:
From (Private Key) Encryption to Authentication

John Fitzgerald Kennedy (JFK), 29/5/1917 – 22/11/1963 (assassinated)
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But First, Some Changes in Grading Procedures
From: benny@cs.tau.ac.il
Subject: Exam in Crypto Course - Clarification
Date: May 35, 2010 6:33:23 AM GMT+02:00
To: 0368-3049-01@listserv.tau.ac.il
Reply-To: benny@cs.tau.ac.il
To all students in the course,
Due to the strike, I decided to change the regular exam procedure. You will be able to take a a normal exam, or opt not to take
one. In the later case, your final grade in the course will be your average assignments’ grade (up to the exam date) plus 10
points (if this exceeds 100, the grade will be just 100). If you decide to take the exam, which I’d like to encourage you to do,
your final grade will be the maximum of the exam grade and your average plus 10 (as above).
Please note that this is a numeric grade and not a pass/fail one, which was banished by the university senate. In addition, this
arrangement has been explicitly approved by the Dean and the Rector.
Sincerely,
Benny Chor
School of Computer Science, Tel-Aviv Univ.
www.cs.tau.ac.il/∼bchor
------------------------
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But First, Some Changes in Grading Procedures
From: benny@cs.tau.ac.il
Subject: Exam in Crypto Course - Clarification
Date: May 35, 2010 6:33:23 AM GMT+02:00
To: 0368-3049-01@listserv.tau.ac.il
Reply-To: benny@cs.tau.ac.il
To all students in the course,
Due to the strike, I decided to change the regular exam procedure. You will be able to take a a normal exam, or opt not to take
one. In the later case, your final grade in the course will be your average assignments’ grade (up to the exam date) plus 10
points (if this exceeds 100, the grade will be just 100). If you decide to take the exam, which I’d like to encourage you to do,
your final grade will be the maximum of the exam grade and your average plus 10 (as above).
Please note that this is a numeric grade and not a pass/fail one, which was banished by the university senate. In addition, this
arrangement has been explicitly approved by the Dean and the Rector.
Sincerely,
Benny Chor
School of Computer Science, Tel-Aviv Univ.
www.cs.tau.ac.il/∼bchor
------------------------

• Would you believe this message?
• Do you really think it was originated from benny@cs.tau.ac.il
(your lecturer)? How can you tell?
• How many of you can actually forge such message and distribute it to
the course mailing list?
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Authentication – Goal
Ensure integrity of messages, even in presence of an active adversary who
hears previous genuine messages (in a worst case scenario, these could
possibly include messages she chose), and then sends own forged
message(s). Bob (receiver) should be able to tell genuine messages from
forged ones.

Important Remark: Authentication is orthogonal to secrecy, yet systems
often required to provide both. However, the two are typically handled
separately, then combined to one message. Secrecy alone usually does not
guarantee integrity.
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Authentication: Notation and Definition

• Authentication algorithm – A
• Verification algorithm – V (“accept”/“reject”)
• Authentication key – k
• k is a secret key, shared among receiver and sender
• Message space (usually binary strings)
• Every message between Alice and Bob is a pair (m, Ak (m))
• Ak (m) is called the authentication tag of m
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Authentication: Notation and Definition (cont.)
• Consistency requirement: Vk (m, Ak (m)) =“accept”
• The authentication algorithm is called MAC (Message Authentication
Code)
• Ak (m) is frequently denoted MACk (m)
• Verification is done by executing authentication algorithm on m and
k, and comparing with the value received, MACk (m)

We remark that the notion of MAC defined here is deterministic.
It is certainly possible to consider a setting where randomization is
involved in the generation of the authentication tags and/or in the
verification process. However, we will not do it here.
37 / 63

MAC Functions: Requirements and Properties
(computationally bounded version)
• Security requirement – any computationally bounded adversary
cannot construct a new legal pair (m, M ACk (m)), even after seeing
n legal pairs (mi , M ACk (mi )) (i = 1, 2, . . . , n)1 , except with
probability ∼ inverse the size of the range.
• Output should be as short as possible
• Thus the MAC function is typically not 1-to-1
We will say that the adversary succeeded even if the message Fran forged
is “meaningless”. The reason is that it is hard to predict what has and
what does not have a meaning in an unknown context, and how will Bob,
the receiver, react to such successful forgery.
1

these mi could be chosen adaptively by Fran.
38 / 63

Adversarial Model

• Data and Information Available to Adversary:
I
I
I

The MAC algorithm (but not the secret key)
Either Known plaintext and authentication tag pairs
Or Chosen plaintext and authentication tag pairs

• Note: chosen MAC is typically unrealistic
• Adversary goal: Given n legal pairs
(m1 , M ACk (m1 )) . . . , (mn , M ACk (mn )),
find a new legal pair (m, M ACk (m))
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Efficiency

• Adversary Goal: Given n legal pairs
(m1 , M ACk (m1 )) . . . , (mn , M ACk (mn )),
find a new legal pair (m, M ACk (m)) efficiently and with non
negligible probability.
• If n is large enough, then n pairs (mi , M ACk (mi )) will determine the
key k uniquely (with high prob.). Thus a machine with sufficient time
can exhaustively try all possibilities, determine the unique k and verify
it.
But doing this efficiently should be be impossible.
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Pseudo Random Functions: The Ultimate MACs

The authenticated tag of m is Fk (m), where k is the secret key, shared by
Alice and Bob.
Security is in the computational setting, of course.
Polynomial in n (length of key) many messages can be authenticated.
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Polynomials Over Finite Fields: Unconditionally Secure,
Bounded Use MACs

Intentionally left blank
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Polynomials Over Finite Fields: Uniform Distribution
Let F be a finite field, and d ≥ 1 a positive integer. Let a0 , a1 , . . . , ad ∈ F
be chosen uniformly at random.
The polynomial f (x) = a0 + a1 x + . . . + ad xd is a random polynomial of
degree d over F .
Let b0 , b1 , . . . , bd ∈ F be any d + 1 elements of F .
Claim: f (b0 ), f (b1 ), . . . , f (bd ) are distributed uniformly and independently
in F (the probability space is all choices of f ).
Comment: If we take d + 2 points b0 , b1 , . . . , bd , bd+1 ∈ F , then
f (b0 ), f (b1 ), . . . , f (bd ), f (bd+1 ) are not distributed uniformly and
independently in F .
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Polynomials Over Finite Fields: Uniform Distribution
Claim: f (b0 ), f (b1 ), . . . , f (bd ) are distributed uniformly and independently
in F .
The proof is fairly easy, yet we postpone it to the lecture where we will
deal with secret sharing. Instead, we will supply a hand waving proof by
way of a Sage program (which works just over F = Zp . In the setting
below, p = 5 and d = 3). We’ll run it a few times (and so should you).
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Polynomials Over Finite Fields: Unconditionally Secure,
Bounded Use MACs
Let F be a finite field, d ≥ 1 a positive integer, and messages be elements
of the field, m ∈ F .
To be able to authenticate up to d + 1 messages, Alice and Bob choose a
random degree d polynomial f (x) over F . This is their shared secret
(takes d · log2 (|F |) bits).
MACf (m) = f (m).
This MAC is unconditionally secure (tags are distributed uniformly at
random in F ). Yet it can only be used to authenticate d + 1 messages
(the authentication tags of any d + 1 messages gives away the secret).
Comments: d (or an upper bound on it) has to be known in advance.
To justify the overhead (large secrete key) of using a degree d polynomial,
F better have at least d + 1 distinct elements!
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MACs Used in Practice
We will describe a MAC based on CBC Mode Encryption,
and a MAC based on cryptographic hash functions.
Reminder: CBC Mode Encryption.

In CBC mode (Cipher Block Chaining), previous ciphertext is XORed with
current plaintext before encrypting current block. The initialization vector
S0 is chosen at random and is used as a seed for the process. It can be
transmitted “openly”.
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CBC Mode MACs
• Start with the all zero seed.
• Given a message consisting of n blocks, M1 , M2 , . . . , Mn , apply CBC
mode encryption (using the secret key k).

• Produce n “cipertext” blocks, C1 , C2 , . . . , Cn .
• Discard first n − 1 blocks.
• Send M1 , M2 , . . . , Mn and the authentication tag MACk (M ) = Cn .
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Security of Fixed Length CBC MAC [BKR, 2000]
• Theorem: If Ek is a pseudo random function, then the fixed lenght
CBC MAC is resilient to forgery when authenticating messages of the
same number of blocks, n.
• Proof outline: Assume CBC MAC can be forged efficiently. Transform
the forging algorithm into an algorithm distinguishing Ek from a
random function efficiently.
• Warning: Construction is not secure if messages are of varying
lengths, namely number of blocks varies among messages.
• Construction is secure if message space is prefix free. Fixed length
messages constitute one such space.
• Comment: There are reasonably simple ways to extend security to
variable lengths messages. But with no modification, this method is
insecure.
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Insecurity of Variable Length CBC MAC
Here is a simple, chosen plaintext example of forgery:
L
• Get C1 = CBC − M ACk (M1 ) = Ek (~0 M1 )
• Ask for MAC of C1 , i.e., C2 = CBC − M ACk (C1 ) = Ek (~0
L
L
L
• Observe that C2 = Ek (C1 ~0) = Ek (Ek (~0 M1 ) ~0) =
CBC − M ACk (M1 ◦ ~0) (where ◦ denotes concatenation)

L

C1 )

• One can efficiently design, for every n, two messages, one with 1
block, the other with n + 1 blocks, that have the same MACk (·).
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Combining Authentication and Secrecy

• Given a message consisting of n plaintext blocks, M1 , M2 , . . . , Mn ,
apply CBC (using the secret key k1 ) to produce MACk1 (M ).
• Using a different, independently chosen key, k2 , produce n ciphertext
blocks C1 , C2 , . . . , Cn under k2 .
• Send C1 , C2 , . . . , Cn and the authentication tag MACk1 (M ).
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CBC-MAC for Variable Length Messages
• Solution 1: The first block of the message is set to be its length.
Namely, to authenticate M1 , . . . , Mn apply CBC-MAC to
(n, M1 , . . . , Mn ). Works since now message space is prefix-free.
Drawback: The message length, n, must be known in advance.
• “Solution 2”: apply CBC-MAC to (M1 , . . . , Mn , n) Message length
does not have to be known is advance. Looks good, but this scheme
was broken (see, M. Bellare, J. Kilian, P. Rogaway, The Security of
Cipher Block Chaining, 1984)
• Solution 3: (recommended) Use a second secret key k2 . Compute
MACk1 ,k2 (M1 , . . . , Mn ) = Ek2 (M ACk1 (M1 , . . . , Mn )) Essentially
the same overhead as CBC-MAC.
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Hash Functions: Reminder
• Hash functions map large domains X to smaller ranges Y.
• Example: h : {0, 1, . . . , p2 } 7→ {0, 1, . . . , p − 1},
defined by h(x) = a · x + b mod p.
• Hash functions are extremely useful in numerous contexts (searching,
indexing, etc.).
• If the range is smaller than the domain, there could be collisions
(x 6= y with h(x) = h(y)). For example, in the hash function above,
if x1 = x2 (mod p) then h(x1 ) = h(x2 ).
• A good hash function should create few collisions for most subsets of
the domain (“few” is relative to size of subset).
• In data structures, collisions are resolved by several possible means –
chaining, double hashing, etc.
• Hash functions, including cryptographic ones, have no secret key.
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Security Requirements from Cryptographic Hash Functions

1. Pre-image resistance: for any y, it is hard to find x such that
h(x) = y.
2. Weak collision resistance: for any x1 ∈ X , it is hard to find x2 6= x1
such that h(x1 ) = h(x2 ). (This requirement is also known as
“universal one-way hash”, or “second preimage resistance”).
3. Strong collision resistance, aka “claw freeness”: it is hard to find any
pair x1 , x2 ∈ X such that h(x1 ) = h(x2 ).
Under reasonable assumptions, strong collision resistance implies the two
other properties. Thus in general it will be harder to satisfy.
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The Birthday “Paradox”
• If 23 people are chosen at random, the probability that two of them
have the same birth-day (day & month only) is greater than 0.5.
• Compare to: the prob. that one or more of them has the same
birthday as Claude Shannon is ≈ 23/365 (more precisely,

1 23
).
1 − 1 − 365
• More generally, let h : X 7→ Y be a random mapping. If we chose
1.17|Y|1/2 elements of X at random, the probability that two of them
are mapped to the same image is greater than 0.5.
• This implies that strong collision resistance is easier to violate than
weak collision resistance.
• Suppose h : X 7→ Y and |Y| = 2n . Then picking approximately 2n/2
elements of X at random, we will find, with high probability, x1 6= x2
such that h(x1 ) = h(x2 ). On the other hand, to find an x such that
h(x) = h(0), we need approximately 2n random elements of X .
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Cryptographic Hash Functions

Hash functions h : {0, 1}n 7→ {0, 1}m , satisfying:
• Strong collision resistance.
• Very fast to compute.
• Recall: no secret key.
• h(x) is often called the digest of x.
• In “real life”, input block length is usually n = 512 bits (|X | = 2512 ).
• Output length is at least m = 160 bits (to foil birthday attacks).
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Extending to Variable Length Messages

• Suppose h : {0, 1}512 7→ {0, 1}160 .
• The input message is M = M1 M2 . . . Ms . The length of each Mi is
512 − 160 = 352 (what if 352 does not divide |M |?).
• Define y0 = seed = 0160 , yi = h(yi−1 , mi ); ys+1 = h(ys , ms+1 ),
h(M ) = ys+1 .
• Is this secure? What about input messages of different lengths?
• There is a minor problem, which is not too hard to fix. See HW3.
• After fixing, can show that collisions in H imply collisions in h.
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Real World Cryptographc Hash Functions
• MD family (“message digest”)
I
I
I
I

MD-2
MD-4 (full description in Stinson’s book)
MD-5
MD-5 hashes to 128 bit strings. This relatively small size was exploited
to find collisions, and MD-5 is now considered broken. See
http://en.wikipedia.org/wiki/MD5#Vulnerability

• SHA and SHA-1 (secure hash standard, 160 bits)
(www.itl.nist.gov/fipspubs/fip180-1.htm)
• (Apparently for SHA-0, just 239 applications are now required to find
a collision, and 263 are required for SHA-1.)
• RIPE-MD
• SHA-256, 384 and 512 (proposed standards, longer digests)
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Real World Cryptographc Hash Functions, cont.

In 2009–2012, NIST was conducting a public competition to develop a
new cryptographic hash algorithm.
The competition is NIST’s response to recent advances in the
cryptanalysis of hash functions, and the desire to have a different design.
The new hash algorithm is called SHA-3 (formerly it was called Keccak).
One of the 5 designers is also one of the 2 designers of AES.
Criteria are speed and some “proof” of security.
See http://csrc.nist.gov/groups/ST/hash/sha-3/index.html
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Using Cryptographic Hash Function to Build MACs
• Hash functions are not keyed. MACk does use a key.
• Best attack should not succeed with probability greater than
max 2−|k| , 2−|M AC(·)| .
• Idea: Combine message and the secret key, then hash them with a
collision resistant hash function.
• Nice idea, but how? The devil is in the details.
• Two possible implementations (◦ denotes concatenation):
1. MACk (M ) = H(k ◦ M ).
2. MACk (M ) = H(M ◦ k).

• Both turn out to be insecure.
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HMAC
• Proposed in 1996 by Mihir Bellare, Ran Canetti, and Hugo Krawczyk.
• Receives as input a message M , a key k and a cryptographic hash
function, H (on unbounded length strings).
• Outputs a MAC by:
L
L
HMACk (M, H) = H((k opad) ◦ H(k ipad ◦ M )).
• The two strings opad and ipad are 64 byte long fixed strings.
• k is 64 byte long (if shorter, append 0s to get 64 bytes).
• Theorem [BCK]: HMAC can be forged iff the underlying
cryptographic hash function can be broken (collisions found).
• HMAC is extensively used (e.g. SSL, IPSec).
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And Now For Something Completely Different:
Discrete Logarithms
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The Discrete Logarithm (DL) Problem

• Let G be a cyclic group, and g a primitive element of G.
• Let x ∈ G be an element of the group.
• The minimal non-negative integer, i, satisfying x = g i is called the
discrete log of x to base g.
• Example: discrete logs in the multiplicative group Zp∗ .
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Discrete Log in Zp∗ and One Way Functions

• Let x = g i in the multiplicative group Zp∗ .
• Exponentiation can be done in O(log3 p) bit operations.
• When p − 1 has a large prime factor, discrete log, the inverse
operation, is believed to be computationally hard.
• Under the condition on p − 1, the mapping i−→g i is (believed to be)
a one way function.
• This is a computational notion.
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