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Honest-Verifier Zero-Knowledge Proofs (clarification)

The view viewV (x) of the verifier V in a proof system is a random
variable that consists of the public input x, the internal randomness of
V , and the incoming messages.

Definition (Honest Verifier Perfect Zero-Knowledge Proofs)
An HVZK system for a language L is a proof system (P, V ) that has
an efficient simulator S that runs in expected polynomial time such
that for every x ∈ L

S(x) ≡ viewV (x).

Note: Zero-knowledge is required to hold only for x∈L !

Later today: define ZK against a cheating verifier
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Zero Knowledge Proof of Knowledge of a Discrete Log
(sketch)

Setting: Public prime p, multiplicative generator g ∈ Z∗
p . Bob

publishes gx (mod p) and tells the post office to hand deliver
packages addressed to Bob to anyone who can prove s/he knows x.

Bob is the prover. The post office is the verifier.

Repeat 100 times:
Prover: Choose at random r, 0 ≤ r ≤ p− 2, send gr (mod p) to
verifier.
Verifier: Flips a coin, b and sends it to prover. Prover: If heads, send
r to prover; if tails, send r + x (mod p− 1) to verifier.
Verifier: Accepts in this round if exponent fits the corresponding
power.

For the honest verifier, simulator can generate a transcript which is
distributed exactly as the interaction above (without knowledge of the
discrete logarithm, x).
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And Now to Something Completely Different:
Secret Sharing
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Our Topic Today is Secret sharing
Let us start with a well known motivation: the dying pirate:

An old pirate is going to die.
He wants to reveal the coordinates of the secret treasure to his three
pirate sons so that they can share the treasure.
However, if he tells them the coordinates then only one of them (the
one who gets to the treasure first) will get the treasure.

What should he do?
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Motivating Example I: Splitting Trust

I Suppose that we have a secret key for some sensitive operation
I Missile launch codes
I Codeword to a secret numbered bank account

I We do not want to put all responsibility on one person
I Idea: split this secret among a group of people
I Only together they will be able to recover the secret info

I At least two out of President, VP, Minister of defense should
agree on launching a missile

I All board members should collaborate to access the account

Is there a way to split the secret among the participants?
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Motivating Example II: Key protection

I In cryptography, security crucially depend on the adversary not
knowing the secret key

I But the key is stored somewhere (e.g., your laptop)
I What if the adversary somehow breaks into the machine on

which the key is stored?
I This is especially crucial for long term keys (e.g., signature keys),

that may be used for many years.

Is there a way to split the secret among several servers ?
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Secret Sharing (Shamir 79’)

We would like to split a secret s into n pieces (called shares), such
that for t ≤ n (e.g., t = n):

I If an adversary has only t− 1 out of the n shares, then he has
absolutely no information about the secret s.

I t shares suffice to fully reconstruct the secret s.
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Naive Attempt

I Say that s is a 128-bit key of AES, and we have 4 parties.
I Let each party get 32 bits of the key.

Is this a good idea?
What do 3 parties know about the secret?
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Better Idea

I To share s among 4 players: choose at random 3 values
r1, r2, r3

R← {0, 1}128.
I The shares s1, s2, s3 of players 1, 2, 3 are r1, r2, r3,

correspondingly.
I Share s4 of player 4 is s− (r1 + r2 + r3) mod 2128.

Q1: What do 3 parties know about the secret?
Q2: Can the parties (altogether) reconstruct the secret?
A2: Reconstruction is easy: s1 + s2 + s3 + s4 =

∑
ri + s−

∑
ri = s.
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Better Idea

I To share s among 4 players: choose at random 3 random values
r1, r2, r3

R← {0, 1}128 uniformly and independently.
I The shares s1, s2, s3 of players 1, 2, 3 are r1, r2, r3,

correspondingly.
I Share s4 of player 4 is s− (r1 + r2 + r3) mod 2128.

Q1: What do 3 parties know about the secret?
I Clearly, the first 3 parties see just random elements.
I So they learn nothing on the secret.
I Is this true for every coalition of 3 parties?
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Security

Claim: For every secret s, and every set of 3 players, the random
variables si1 , si2 , si3 are uniformly distributed.
Proof:

I Will demonstrate for the coalition {2, 3, 4}.
I Fix some secret a ∈ Zm (in our case m = 2128).
I Fix c2, c3, c4 to be some 3 values in Zm.
I It suffices to show that the shares (s2, s3, s4) takes the value

(c2, c3, c4) with probability exactly 1/m3 (why?).
I Claim: There is exactly one choice of r1, r2, r3 that yields these 3

shares. Specifically, r2 = c2, r3 = c3, and r1 = a− (c2 + c3 + c4)
mod m.

• Since r1, r2, r3 are chosen uniformly and independently in Zm,
the probability of getting these 3 shares, given that the secret
equals a, is exactly 1/m3. ♠

23 / 57



n-out-of-n Secret Sharing: Setting*

• A value S ∈ U is the secret key allowing access or activation of
an extremely critical and sensitive device.

• A “trusted dealer” holds S, but does not wish to activate the
device right now.

• This dealer wants to delegate the secret to n parties.
• The parties can only be partially trusted: We seek a mechanism

that will enable all n parties to reconstruct S, but any subset of
n− 1 parties (or less) cannot get any partial information on S.

• Computational requirements: Reconstruction should be efficient
(polynomial in the length of S and of number of parties n).

• Want impossibility of obtaining any partial information by any
subset with n− 1 parties (or less) should be information
theoretical – not based on any complexity assumptions.
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Formal Definition: n-out-of-n Secret Sharing

• The trusted dealer holds S ∈ U , picks a random value r by some
distribution over a finite space, and generates the shares
s1, s2, . . . , sn by applying a known function
F (S, r) = (s1, s2, . . . , sn).

• Note: F is deterministic. All randomness comes from r.
• Party i receives share si.
• Reconstruction: There is a reconstruction function H such that

applying it to the n shares always gives back the secret.
Formally, for all S, r, H(F (S, r)) = S.
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Formal Definition (cont.): n-out-of-n Secret Sharing

• Secrecy against coalitions: For any two possible values a, b of the
secret S ∈ U , and for any subset (coalition) of n− 1 players,

• The distribution of the shares of the coalition members, given
that S = a is exactly equal to the distribution of the shares of
the coalition members, given that S = b.
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n-out-of-n Secret Sharing: Construction

• Denote the size of the secrets universe, |U |, by m.
• Without loss of generality, the possible values of S are a subset

of Zm = {0, 1, . . . ,m− 1}.
• The dealer choses at random n− 1 values r1, . . . , rn−1 uniformly

and independently.
• Shares s1, s2, . . . , sn−1 of players 1, . . . , n− 1 are r1, . . . , rn−1,

correspondingly.

• Share sn of player n is S −
(∑n−1

i=1 ri

)
mod m.
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n-out-of-n Secret Sharing: Validity
Claim: This is a valid n-out-of-n secret sharing scheme.
• Reconstruction by n players is easy:

Simply express S =
∑n

i=1 si mod m.
• Secrecy against coalitions: Will demonstrate for the coalition
{2, . . . , n− 1, n}. Suppose the value of the secret is a. Let
c2, . . . , cn−1, cn be any n− 1 values in Zm.

• Claim: There is exactly one choice of r1, . . . , rn−1 that yields
these n− 1 shares. Specifically, r2 = c2, . . . , rn−1 = cn−1, and
r1 = a−

(∑n−1
i=1 ci

)
mod m.

• Since r1, . . . , rn−1 are chosen uniformly and independently in
Zm, the probability of getting these n− 1 shares, given the that
the secret equals a, is exactly 1/mn−1.

• Obviously this probability (but not the values of the random ri)
is exactly the same if the secret equals b. ♠
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t-out-of-n Secret Sharing: Setting**

• A value S ∈ U is the secret key allowing access or activation of
an extremely critical and sensitive device.

• A “trusted dealer” holds S, but does not wish to activate the
device right now.

• This dealer wants to delegate the secret to n parties.
• The parties can only be partially trusted: We seek a mechanism

that will enable any t parties to reconstruct S, but any subset of
t− 1 parties (or less) cannot get any partial information on S.

• Computational requirements: Reconstruction should be efficient
(as a function of length of S and of number of parties n).

• Like before, we want impossibility of achieving any partial
information by t− 1 parties to be information theoretical, not
computational.
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t-out-of-n Secret Sharing

A simple solution is to construct
(
n
t

)
independent t-out-of-t secret

sharing scheme, and share the secret S in each.

This works, but has a large overhead, which becomes exponential in n
as t grows (think of t = n/2).

A far more efficient scheme, based on polynomial interpolation, was
given by Adi Shamir.
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Shamir’s t-out-of-n Secret Sharing: Intuition
Preliminaries: Without loss of generality, the size of the secrets’s
universe satisfies n + 1 ≤ |U |, and furthermore U = Zp for some
prime number p (we can always extend U , and simply not use some of
the values in Zp).

Intuition: Suppose we have a degree one univariate polynomial
f [x] = ax + b over Zp, and we give each participant i (i = 1, . . . , n)
the value f(i).
Question 1: What does a single participant, i, learn about f(0) = b?
Answer 1: Nothing!
Question 2: What can two participants, i, j (i 6= j) learn about
f(0) = b?
Answer 2: Everything! Having f(i) = ai + b and f(j) = aj + b, they
can solve two linear equations in two variables (a and b) and recover
both a, b. In fact what they do is polynomial interpolation, in this
case of a degree one polynomial.
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A (Slight) Detour: Lagrange Polynomial Interpolation
We are given a set of t pairs (x1, y1), . . . , (xt, yt). Furthermore, we
are told there is a univariate, degree t− 1 polynomial, f [x], satisfying
f(xi) = yi (i = 1, . . . , t).

How can we find this polynomial (namely find its t coefficients
f [x] = at−1x

t−1 + . . . + a1x + a0)?

Define
f1[x] = y1 ·

x− x2
x1 − x2

· x− x3
x1 − x3

. . . · x− xt
x1 − xt

.

Then f1[x] is a degree t− 1 polynomial, satisfying f(x1) = y1, and
for all other i 6= 1, f(xi) = 0. (Note that all terms x1 − xj in the
denominator are non-zero.)

We can define f2[x], . . . , ft[x] analogously. Then the desired degree
t− 1 polynomial is

f [x] = f1[x] + f2[x] + . . . + ft[x] .
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Lagrange Polynomial Interpolation: Uniqueness

We can define f2[x], . . . , ft[x] analogously. Then the desired degree
t− 1 polynomial is

f [x] = f1[x] + f2[x], . . . , ft[x] .

Note that there is a unique f [x] with these properties. For suppose
g[x] also satisfies these properties. Then f [x]− g[x] is a degree t− 1
polynomial with t different roots. So it must be the zero polynomial,
thus f [x] = g[x].
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Lagrange Polynomial Interpolation in Sage

Good old Sage naturally supports Lagrange interpolation. We just got
to be a bit careful so it understands the numbers we input are Zp

elements, rather than integers (which are the default).

F = GF(19)
R = PolynomialRing(F, ’x’)
g=R.lagrange_polynomial([(F(0),F(4)),(F(2),F(12)),(F(6),F(6))])

# F(b) is the conversion of integer b to a GF(19) element
# so g(0)=4, g(2)=12, g(6)=6

g

> 7*x^2 + 9*x + 4
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Shamir t-out-of-n Secret Sharing: Construction

• Let S ∈ Zp be the secret. We take a prime, p, satisfying
p > n + 1. If the domain of secrets is smaller, some values in Zp

will just not be used.
• The dealer choses at random t− 1 values rt−1, . . . , r1 uniformly

and independently in the domain Zp.
• Dealer defines a degree t− 1 polynomial whose free term equals

the secret: f [x] = rt−1x
t−1 + . . . + r1x + S.

• Shares s1, s2, . . . , sn of players 1, . . . , n are values of f [x] at n
corresponding points,
s1 = f(1), . . . , sn−1 = f(n− 1), sn = f(n).
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Shamir t-out-of-n Secret Sharing: Construction

• Dealer defines a degree t− 1 polynomial whose free term equals
the secret: f [x] = rt−1x

t−1 + . . . + r1x + S.
• Shares s1, s2, . . . , sn of players 1, . . . , n are values of f [x] at n

corresponding points,
s1 = f(1), . . . , sn−1 = f(n− 1), sn = f(n).

• Reconstruction: Any set of t players (or more) apply Langrange
interpolation formula to their shares, find the coefficients of the
unique degree t− 1 polynomial f [x] = rt−1x

t−1 + . . . + r1x + S.
The free term of this polynomial, S, is the desired secret.

• Note that no matter which t (or more) shares are used,
reconstruction yields the same polynomial (and hence, secret).
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Shamir t-out-of-n Secret Sharing: Secrecy
• Dealer defines a degree t− 1 polynomial whose free term equals

the secret: f [x] = rt−1x
t−1 + . . . + r1x + S.

• Shares s1, s2, . . . , sn of players 1, . . . , n are values of f [x] at n
corresponding points,
s1 = f(1), . . . , sn−1 = f(n− 1), sn = f(n).

• Secrecy: Should show that any set of t− 1 players (or less) learns
nothing about the secret.

(image from Wikipedia)
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Lagrange Polynomial Interpolation: Linearity

Let x1, x2, . . . , xt and x0 be t + 1 different points in Zp.
Let y1, y2, . . . , yt be any t points in Zp.
We know there is a unique polynomial of degree t− 1 (or less) such
that f(xi) = yi, i = 1, 2, . . . , t.

The value f(x0) (“the secret”) can be expressed as a linear
combination of f(x1) = y1, f(x2) = y2, . . . , f(xt) = yt (“the shares”),
with coefficients that depend on x1, x2, . . . , xt alone (but not on the
shares).
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t-out-of-n Secret Sharing: Important Clarification

The dealer defines a degree t− 1 polynomial whose free term equals
the secret: f [x] = rt−1x

t−1 + . . . + r1x + S.

The leading coefficient of the polynomial can be 0. So the polynomial
is of degree at most t− 1.
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t-out-of-n Secret Sharing: Proof of Secrecy

• The secret S and any set of t− 1 pairs, e.g.
(x1, y1), . . . , (xt−1, yt−1) determine uniquely a polynomial
f [x] = rt−1x

t−1 + . . . + r1x + S.
• The correspondence is one-to-one and onto – there are pt−1 such

polynomials and exactly the same number of pairs
(x1, y1), . . . , (xt−1, yt−1) (once the t− 1 participants
x1, x2, . . . , xt−1 are fixed).

• Thus for any given secret, any set of t− 1 participants, and any
t− 1 corresponding shares, there is exactly one polynomial giving
rise to these share

• So the probability that these shares will be chosen and
distributed to the parties is exactly 1/pt−1 for any secret S.

• Smaller sets of participants are just projections of t− 1
participants onto fewer ones, hence for each share are distributed
uniformly ♠
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t-out-of-n Secret Sharing: Final Remarks

• For the scheme to work, we need a finite field with at least n + 1
elements (where n is the number of parties). We worked in Zp,
but might as well work inside GF (pk), including the case where
p = 2, since Lagrange interpolation is applicable to any field.

• For the case where the domain of the secrets is larger than n, the
size of secrets is the same as size of each share. Such scheme is
termed ideal secret sharing scheme.

• The set of minimal subsets that can reconstruct the secret is
termed the access structure of the scheme. We dealt with
threshold access structure, but there are efficient schemes for
other access structures as well.

• Most access structures are not known to possess efficient secret
sharing schemes. Inefficient ones (large size of shares) are easy to
come by. No “substantial” (exponential) lower bounds on shares
sizes were shown so far.
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Back to the Dying Pirate

The pirate draws 3 random points whose center (as a triangle) hits
the location of the treasure. Each son gets the coordinates of a single
point.
The coordinates of any single point, or even a pair of points, reveals
no information about the true location.
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Application: Threshold Cryptography

We consider either an encryption scheme or a signature scheme.

The dealer sets up and publishes the public key. It also distributes
shares of the private (secret) key to the n trusted participants. At this
point, the dealer is no longer needed.

When Alice wishes to send an encrypted message, she encrypts “as
usual” by the PKC.

Each of the n participants computes a “share of the decryption”, based
on its share of the secret key, together with the encrypted message.

Later, any t-out-of-n shares of the decryption can be used to
reconstruct the decrypted message or sign the designated message.
Often n-out-of-n schemes are simpler to implement.

Notice that the shares of the secret key are not revealed in the
process.
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Application: Theshold Cryptography

The secret key is split to shares among n parties. Then, t shares
enable the decryption or signing of relevant messages. The original
secret key itself is not reconstructed.

Threshold cryptography is not applicable for every crypto system or
signature scheme, so details should be examined for each system
individually.
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Example: Theshold RSA Signature
Let m = p · q, let e be the public verification key, and d the secret
signing key (e · d = 1).
The dealer chooses uniformly at random d1, d2, . . . , dn such that
d1 + d2 + . . . + dn = d (mod (p− 1) · (q − 1)). Each one of the n
trusted parties receives the share di.

Suppose the desired signature of a certain message equals f(M)d

(mod pq). This could be either the message itself (as in the
textbookm Diffie Hellman scheme) or a hashed version of it (as in the
“hash first” paradigm).

Each trusted party computes f(M)di (mod pq). Multiplying all n
“pieces of a signature” together yields the desired signature∏

i

f(M)di = f(M)
∑

i di

= f(M)
∑

i di mod (p−1)(q−1) = f(M)d mod pq .

A generalization to t-out-of-n scheme requires additional ideas.
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And Now to Something Completely Different:
Multi Party Computations
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Secure Multi Party Computation

We have n parties p1, . . . , pn, each having one input x1, . . . , xn ∈ Σ.

Each party values its own privacy, and is suspicious about the
intentions of the other parties.

Their goal is to cooperate and compute f(x1, . . . , xn).

What issues may arise?
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Secure Multi Party Computation: Many Alternative Models

• Type of adversarial behavior: Honest but curious vs. malicious.
• Number of parties: n = 2 vs. n > 2.
• Size of adversary coalition t.
• Computationally bounded vs. unbounded participants.
• Cryptographic assumption made (general vs. specific).
• Nature of timing (asynchronous vs. synchronous).

and many other alternatives, not mentioned here.
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Example: Independence of Inputs

Consider f(x, y) = x⊕ y, where x, y ∈ {0, 1}.

The outcome plus any input determines the other input.

But in some settings want to guarantee independence of inputs.
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Secure Multi Party Computation: Plan

• We will cover just two alternatives:
• Honest but curious participants.
• n = 2 and t = 1.
• Synchronous timing.
• Computationally bounded vs. computationally unbounded

participants.

While these choices cover only a small fraction of the spectrum, they
provide an exposure to many of the important ideas. Further details
are left to more advanced courses, and/or to independent reading
from the research literature.
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Secure Two Party: Ideal Model vs. Real Model
(figures by an up and coming, but still anonymous, artist)
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Secure Two Party: Ideal Model vs. Real Model
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Secure Multi Party Computation: Privacy Requirements

• Computationally unbounded participants (output should reveal
nothing that is not implied by output and input).

• Computationally bounded participants (should be able to
simulate communication given the output, f(x, y), and the input
of one participant, x or y).
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Computationally Unbounded Parties:
The Millionaires’ Problem

• Problem description.
• Impossibility of solution for computationally unbounded, honest

but curious parties.
• A combinatorial characterization of 2 party privately computable

functions.
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Oblivious Transfer (OT): Ideal Setting (trusted third party)
(up and coming, anonymous, etc.)
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Oblivious Transfer (OT): Real Setting

(figure taken from this quantum computing site)
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http://www.qubitapplications.com/researchhighlights/archive.asp


Oblivious Transfer (OT)
• A fundamental two party primitive.
• First version proposed by Michael Rabin, 1981.

• Most useful version: 1-out-of-2 OT.
• Can be based on either any trapdoor permutation, or specific

assumptions such as decisional Diffie Hellman.
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